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Abstract

Whether it is to attend a meeting with colleagues, view an interesting lecture, or interact informally with students/affiliates, many academic programs require remote collaboration through videoconferences.  This paper serves as a guide for those interested in videoconferencing written from the experiences of the Center for Enabling New Technologies Through Catalysis (CENTC).


1. Introduction

The Center for Enabling New Technologies Through Catalysis (CENTC) is an NSF funded distributed center researching new technologies in catalysis.  The Center originated in 2004 as a Phase 1 Chemical Bonding Center with 12 senior investigators and a handful of graduate student and postdoctoral researchers located at 8 institutions. In the early years of the Center the participants primarily interacted by phone, email, and one-on-one video chats. A few small video-conferences were held run from a PC on a cart wheeled into a conference room. A few videoconferences were also held with program officers and reviewers from the National Science Foundation, which used AccessGrid. In 2011, CENTC is a Phase 2 NSF Center for Chemical Innovation with 18 senior investigators, and over 60  post-doctoral researchers, , graduate and undergraduate students at 14 institutions scattered around the UW and Canada. The researchers meet regularly to discuss methods and findings, with participants using either dedicated videoconference  facilities or office/laboratory computers with videoconference capabilities. Through managing these meetings, the center staff has learned much about planning and deploying videoconference solutions in an academic setting.  This paper breaks down the information into two stages – planning a solution, then deploying and maintaining said solution, with each stage explained in terms of best practices as we actually handled or consider in hindsight our experience. This paper will hopefully serve as a guide to help others assess their needs and develop appropriate videoconferencing plans.

2. Scope and Definitions

2.1 Scope

This document is scoped to explain the problems associated with deploying a videoconferencing solution.  It is not designed to evaluate existing solutions and create recommendations, which would be particularly difficult giving the ever evolving status of commercial and open source videoconferencing solutions.  Any products mentioned in this document are mentioned only as examples of products commonly associated with certain use cases, and the use of any specific solution is not recommended nor endorsed by CENTC.

2.2 Definitions
Videoconferencing is an overused term.  It has been used to describe one-to-one phone calls with video, group meeting between two or more conference rooms, real-time broadcasts, and large scale meetings.  In order to reduce the problem of the term being overloaded, we here introduce the terms we will use throughout this document to refer to specific video-conferencing scenarios and solutions.  
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Instant Messaging. Instant Messaging, or IM, is when two or more people type in real time to communicate by text with each other. 

Video Courses.  Video courses are educational classes, such as a recorded class.  Examples unclude iTunesU and YouTubeEDU.  Usually, this is in the form of pre-recorded courses or guest lectures.  It may be live, recorded, or most commonly, both.  The key difference in a Video Course is that a one to many, likely recorded and viewed later experience is assumed, reducing the on-line audience to passive spectators.  This reduces the complexity considerably.
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Video Phone Call. This is when a phone or voice system is augmented with video capture on one or both ends. 
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VCAST.  VCast, not to be confused with the Verizon Wireless television service, refers to the broadcasting of a lecture, talk, or other communication with one main speaker to a primarily silent audience.  In an academic setting, this is most commonly used to record and broadcast a physical class to an Internet audience, either live or after the session has ended.  A recorded example of this type of video-conference is the iTunes U series, “The Calculus Lifesaver.” 
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Collage Video.  Collage video is a type of videoconference where each camera at each site has a small section of the screen devoted to it, and all audio from all sites are linked together.  It is the most interactive and also the most variable type of video conference, and the most difficult to administrate and achieve.

Router.  A router is a device that reads network packets and sends them to the appropriate destination.  It is the “delivery truck” of information over a network.

Unicast.  Unicast is a type of network routing.  All routers between two computers forward packets singly between computers. Most http packets are routed this way.

Mulitcast.  Multicast is a type of network routing.  It is when a single computer broadcasts information to a router, which then re-broadcasts it to all computers within a segment.  Multicast allows a single video stream to be sent to many clients without further loading down the computer transmitting video, provided the network topology allows for it.  It works very well within an organization, but not nearly as well over the internet.

Bridge.  “Bridge” is an overloaded term.  In videoconferencing, it can mean one of three different things.  The first is a hardware device used to connect different types of networks together.  An example of this definition is a phone bridge, which connects phone calls to the videoconference.  Another possible meaning of the word is a network-to-network interconnect.  An example of this definition is a bridge router, which can connect a campus to the Internet.  I will try to avoid this usage of the word here, preferring to use the synonym, “Gateway”.  The final possible definition is a device that extends a videoconference solution beyond its original design specification.  An example of this is a conference bridge, which allows additional videoconferencing equipment to connect to a conference with a maximum device limit.

CODEC.  This is an acronym, standing for “COmpressor/DECompressor”.  It refers to any algorithm whose purpose is to compress or decompress information of any type.  They are created by firms and standards bodies, and then disseminated to device manufactures, software companies, and open-source enthusiasts who then can encode and decode information via this standard.

MP4.  MP4 is an abbreviation for “MPEG-4”, which is in itself an abbreviation for “Motion Picture Experts Group, Revision 4”.  The motion pictures expert group is a group of engineers whose purpose is to define new standard video compression technologies – aka Codecs. MP4 is the 4th time a new standard has been created by this group.  It is common to refer to MP4 as ether “MP4”, “MPEG-4”, or “MP4 Codec”.  It is one of the earliest web video streaming standards.

H.264. H.264 is another Codec algorithm, and is newer than MP4.  It is the video codec standard used on blue-ray discs, flash videos, the iTunes store, and other common video devices.  It originated as an extension of MP4, and some refer to it as MP4-10.  It has patent encumbrances that are currently waived, but may be enforced in the future.  As such, some systems may not support it.

AAC.  This is a codec used for sound information. It originally stood for, “Apple Audio Codec”, but since Apple Corporation relinquished it to a standards body, it was renamed to, “Advanced Audio Codec”.

Linear-8.  This is one of the oldest audio codecs.  Linear-8 is a codec that can be understood by 8-bit microprocessors/controllers, and is optimized for the frequencies of the human voice.  It was one of the earliest standards used in land-line phone communication, with most phone calls coded/decoded via this codec during transmission by the phone companies in the 1970s and 80s.  It is still used in voice communications, but is generally unsuitable for any other audio purpose, and has generally been replaced by AAC.


3. Planning a solution

There’s an old saying, “Failure to plan is planning to fail.”  Videoconference solutions are expensive, with even the “free” solutions having limitations and learning curves that will require effort and ongoing support to use and scale.  A proper plan can reduce this effort, and the costs associated with it, as well as increase end user satisfaction.  Many solutions will not work optimally at all institutions and cases, and without a mechanism in place to detect and redress these issues, satisfaction with videoconferencing solutions will be low.

3.1 The Planning Committee. In order to build the plan, a planning committee of some sort is needed.  The purpose of this committee is two fold -- the first being to determine technical and political boundaries at all participating institution; the second to advocate around any issues that arise at a local campus. In addition to the planning committee, a number of other individuals must be involved to make the planning and implementation successful:

Faculty at each institution.  This person may need to be responsible for items that require negotiation with the University or local department.   This role does not take a lot of time, and consists mainly of connecting appropriate people within the institution’s local departments, as well as raising any issues to the appropriate people.  

A network engineer for each institution. This person is in a highly technical role.  (S)he will be responsible for both capacity planning and configuration planning.  Videoconferencing is heavily network dependent – a perfect solution on an imperfect network will either work terribly, or not at all.

A local user support person. The end users of the videoconference solution may not have much experience with videoconferencing hardware, software, and conventions.  The person in this role will be responsible for configuring the hardware/software and training the end users how to use the solution.

3.2 Learning The Requirements

Once the planning committee is formed, the next step is to create a list of requirements, which will then be used to select a solution and allocate the budget required to fund the implementation and maintenance of a solution.  The requirements for a solution arise from understanding the scale needs of the institutions that will be using the final solution.


3.3 The Dimensions of Scale 

The scale needs of the institutions can be broken down into three separate dimensions.  Measuring the needs in terms of these three dimensions for all sites that will participate in videoconferences will drive the process of choosing a solution.

3.3.1 Number of People at a Site. This is the number of individuals physically in the room during a videoconference at a participating site.  This can be broken down into three scale points:  A single person, a small cluster, and a large group.  A single person sitting in their office, at a laptop/computer in a coffee shop, or at home would count as a single person at the site; while a handful of students gathered around a PC would be a small cluster.  If the number of people grows large enough that all the individuals could not all see an average monitor comfortably, then the group would count as a large group.  Each scale type requires different hardware.  For example, a single person in a coffee shop with a laptop would probably need only a headset to control the random noise of the environment, while a small cluster may be fine with a projector and an echo cancelling USB microphone. A large group may need a quiet room with a group of microphones and a multiplexer to handle the inputs.  Most videoconferencing solutions on the open market are designed around the single person or small cluster model, with very few solutions at larger scale points.  To mitigate this problem, multiple solutions may need to be active simultaneously.

3.3.2 Number of Sites. A site is a physical machine connected to the meeting. For example, an H.323 hardware solution built into a small conference room would count as a single site, as would a single person with a laptop at a coffee shop.  Sites are probably best described by the connecting device, rather than the physical room or geographical location.  For example, it may be necessary to videoconference between buildings on the same campus, or different rooms within the same building.


3.3.3 Information complexity. This dimension is perhaps the most difficult to quantify.  The information being discussed in a conference has its own level of complexity.  Some information is both simple and easily prepared, and can be quickly and effectively communicated though a PowerPoint presentation given by a single person, such as a single-presenter VCast webinar.  Some information is very complex, and requires a movie or other element of equal complexity.  Some information is very undefined, and hence is defined and captured during the course of the videoconference by many people at many sites having a group discussion.  The complexity of the information determines what applications will be needed in the conference, as well as how and how much participants from different sites will need to interact in order to effectively communicate during the conference.


3.4 Differences in Hardware and Software Solutions

Video conferencing can be done either fully in hardware, fully in software, or through some mixture of the two.  There are currently a large number of vendors in both spaces, and the solutions offered have their own advantages and limitations.

3.4.1 H.323 hardware solutions. H.323 is a videoconferencing standard interchange protocol.  It is not in itself a videoconferencing standard, but rather, a negotiation protocol videoconferencing systems use to determine how to communicate, thus allowing different systems to interact.  In practice, most systems today will negotiate mp4 or h.264 video and Linear-8 or AAC audio over UDP when connected to systems of a different brand, and some sort of proprietary codec set when connected to systems of the same brand.

In terms of scale, the smallest of these solutions would be a speakerphone, and would be used for voice-to-voice conferences – though finding a voice-only h.323 compliant system would be difficult.  Usually, this hardware also contains a video camera of some sort, and sometimes contains a VGA input connector for broadcasting a computer screen as a video stream.  These systems have several advantages over software solutions:

1. They are typically simple to use -- start it up, enter an IP address, and you are connected.
2. They typically scale to 4 or 5 connections very well, and handle small clusters very well.  The typical use case for these is virtual meetings between branch offices and main offices of a large corporation, so they tend to excel at this scale. 
3. They tend to be built-in to rooms, and as such, create a natural meeting atmosphere.

Costs. Typically, a single H.323 device costs many thousands of dollars, with even the cheapest ones being nearly a thousand.  Installing a system often means building a room around the system, installing appropriate networking into the room/building, setting up a Network Address Translator (NAT) of some sort, and perhaps buying bridge hardware if the meetings will hold more than 5 sites.  The number of cameras and the complexity of cameras and connectors increase as the number of people increases.  User training is often required with these systems, and should be factored into the costs.  

Maintenance. This hardware typically needs little ongoing maintenance, but has a short lifecycle.  Usually, just running a meeting once a month or more will keep the hardware properly maintained.  An Information Technology (IT) expert may occasionally have to flash the firmware on the system, or replace defective components.  These systems tend to be fairly fragile, and thus having access to an IT person who can do maintenance on the system is required.  Often, purchasers of this type of equipment will also purchase a support contract from the vendor at the time of equipment purchase.  The equipment lifecycle on this type of equipment is around five to seven years, afterwards a new purchase will often be required.

Specialized people. Some of these devices need specialized IT talent to operate.  Those operators may be at a local or remote site.  For example, systems with multiple robotic cameras will require a local operator, and if a bridge is needed, then there must be a remote operator at the bridge site.  The skill-set of an operator are fairly rare, so finding an experienced specialist can be difficult and expensive. 

3.4.2 Software solutions. These are software packages that can be downloaded and installed on a computer, or are automatically downloaded and installed from a web browser.  Many web solutions, like Adobe Connect Pro or GoToMeeting, are really software packages that have been installed transparently from a website, and are not actually web applications.

Instant Messaging. The most commonly used communications technology after email, Instant Messaging (IM) software can be used to hold meetings.  The smallest scale point being an IM exchange via keyboard, scaling up with voice, video, and screen sharing.  Examples of IM clients include iChat, MSN Messenger, Skype, and many more.  IM solutions are best for very small meetings, usually one user per site with no more than 3 sites.  These solutions tend to be fairly cheap and easy to implement, and due to their popularity amongst students, rarely have network configuration issues in an academic setting.  This makes them very attractive for small scale meetings.

Vcast. VCasts are one to many communication similar to a television broadcast, though in real time or near real time, often augmented by some sort secondary system like chat rooms or message boards for the speaker to take questions from the audience.  There are few commonly known dedicated video-casting software packages, but many web videoconferencing solutions, such Adobe Connect Pro, goToMeeting, and the like are really VCast solutions.  These solutions are rarely used by students, but sometimes used by university courses.  As such, they tend to have network configuration issues more often than IM solutions, but less often than other solutions.

Collage Video. Collage Video is the concept of a collage of video streams being displayed simultaneously, with each site having a small area of the screen.  This is typically what academic researchers doing large scale collaboration with many people think of when discussing videoconferencing.  This type of system is Audio, Video, and Screen sharing with many sites and many people per site.  Very few commercial software solutions exist for this scale, though Access Grid and E.V.O. are examples of open source software collage video solutions.  Since these solutions are very rare, they tend to often have network configuration issues, and need the most planning before deployment.  These solutions may need augmentation hardware, such as a large number of microphones and a microphone multiplexer, or multiple robotic cameras, in order to scale to the number of users correctly.   

Screen Sharing. Screen sharing is not often thought of as separate from video conferencing, as most people use it as part of an IM or more complex platform.  However, several technologies exist to screen share without any other communication over the PC.  This is very useful for something like a slide show to a site with poor network access, as this type of software needs little network capacity and can often be configured to work around conflicting networking policies.  V.N.C. is the most commonly used open-source screen sharing protocol for this, but many solutions exist.

3.4.3 Summary

Since there are three dimensions of scale, and three-dimensional information is difficult to display in a simple chart, this document will assume that the amount of interaction dimension of scale is audio, video, and screen sharing.  With that fixed, the other two dimensions can be put into a nine-box chart, with the horizontal axis representing the number of people per site, and the vertical axis representing the number of sites.  The contents of the table indicate the types of solution that can function well for the specified scale points.

	Number of Sites
	Single User
	Small Cluster
	Large Group

	Fewer than 3 sites
	IM
	H.323
	Some H.323 or Collage Video 

	Between 3 and 5
	IM or VCast
	VCast or H.323
	Collage Video

	More than 5
	VCast
	VCast and H.323 combined.
	VCast and Collage Video combined


The various combined options are a little more difficult to implement, but will be required to handle the number of exceptions that occur with increasing numbers of sites.  At all times, a phone backup is required, as well as a method to inform those who need to switch to the backup during a conference how to do so.

4. Planning a deployment

Once the planning committee has met and understands what the different hardware and software options are, the next steps are to understand some of the likely limitations around your campus.  Invariably, other than room and budget considerations, the largest restraint will be the campus network.

Due to this fact, the easiest system to plan is a voice to voice system with a separate screen sharing system.  A simple speakerphone attached to an ordinary phone line works well for communicating voice information, and screen sharing software works well for communicating presentations and documents.  Beyond this scale, and the network at each site must be taken into consideration when planning.

4.1 Network considerations

The most likely problems to arise with video conferencing are network related.  These problems can be broken down into capacity issues and configuration issues.

4.1.1 Capacity issues. Videoconferencing is network intensive.  This applies not only to the network at the site, such as a campus network, but to the network between sites.  While in the past, few sites had sufficient bandwidth for videoconferencing, today most sites have sufficient bandwidth for a small conference, but problems with latency and loss are much more likely.

Bandwidth. Bandwidth is the amount of data that can be transmitted per second over a network.  It is often measured in units such as kilobits per second (kbps) or megabits per second (mbps).  A few networks measure bandwidth in the megabytes per second (MBps), but this is rare.  In most literature, MBps is accidentally written, and mbps is usually meant.  At a minimum, videoconferencing needs about 9kbps for audio per site, and 238 kbps for each video stream per site.  At this bandwidth, a 320x240 video 8 frames per second encoded in h.264 is possible, with phone-quality sound in linear-8.  This can vary considerably depending on the codecs used and the method of encoding.  Many h.323 hardware solutions require considerably more, usually about 1 mbps for both audio and video per site.  In practice, this limits most hardware solution to 4-5 sites, since the interlinks of the Internet usually cannot sustain more than 5 mbps to any endpoint.

The bandwidth limits of the Internet are hard to fully quantify and explain.  Many people have broadband at home, and often watch web videos on sites like Hulu or YouTube.  However, these video sites do a few things differently than a videoconference solution used by an academic institution.  Firstly, they buy a large number of dedicated lines, allowing them to have a large amount of bandwidth at their end.  Secondly, they often contract with companies to create caches of their content in a number of geographic areas, which are then served to end-users rather than directly through their sites.  And lastly, they serve video files via a large buffer, rather than encode real-time communication.  These differences can confuse non-technical users, as it can falsely set their expectations as to what videoconferencing technology can and cannot accomplish. 

Latency. Latency is the average delay of a network packet between two endpoints.  Most non-technical users do not know what it is, and the few that do, measure latency as the delay time between their local device, like a computer or game console, to their local router.  This is an incorrect measure, as latency can really only be measured between two endpoints.  In the world of video games, the correlated measure of latency is often called “lag”.  “Lag” is a perceived pause in the game beyond the player’s control often attributed to latency.  However, “lag” may be caused by server issues or other problems in a game, and may not be a good measure of latency.   If there are users of your system who are familiar with networked video games, then “Lag” may be a good synonym to use when communicating with them.

As far as network capacity is concerned, latency and loss are much more likely to be limitations than is bandwidth.  Latency is cumulative – though your building router to local computer connection may not have much latency – your campus gateway router may have much more.  As the number of intermediate routers between endpoints grows, latency also grows.  Two endpoints with large amounts of latency between them will experience interrupted audio and video, and full real-time videoconferencing may not be possible at all in those cases.  However, other solutions may work to communicate the information.  In those cases, consider other options such as a phone call, pre-recorded presentation, or more limited conference.

Loss. Loss is defined as the number of datagram packets that are not delivered between endpoints.  Although transmission control protocol( TCP ) does detect loss and will automatically re-request packets,  the IP datagram protocol does not detect nor correct loss.  Since most videoconference solutions use IP datagrams rather than TCP, this means some information may be lost during a videoconference.  Most audio and video codecs used in videoconferencing are loss tolerant to a small degree.  A single packet lost will hardly be perceptible to the end users.  However, if loss becomes significant enough, then both audio and visual interruptions will become perceptible to the end users during a conference.

Unlike latency, which tends to be normally distributed, and thus somewhat measurable a priori between endpoints, loss tends to be more random, and thus difficult if not impossible to measure.  Since loss is often caused by congestion on the Internet rather than an issue at the end points, it is also difficult or impossible to correct.  A large amount of loss may indicate another problem, such as a mis-configured campus router, but that is unlikely.  The planning committee should anticipate that loss could become a problem during a meeting, and create fallback plans should this happen.  Those plans may include rescheduling a meeting, using a voice bridge, or recording the meeting and making the files available to those who were unable to get all data during the meeting.

4.1.2 Configuration issues

Besides network capacity issues, network configuration issues can cause difficulties in implementing a video conferencing solution.  Unlike some network capacity issues like latency and loss, configuration issues are all within control of a campus IT department, though perhaps not within the control of the organization creating the videoconference experience.  This is why a network engineer from the campus’s IT department should be a member of the planning committee.  

Routing. Some videoconference solutions use multicast routing.  While many institutions have multicast capable routers, some institutions either do not have, or choose not to configure, a multicast capable network.  The planning committee should check the status of multicast routing at each site they wish to add to a videoconference and plan accordingly.

Firewalls. While routing issues do arise, firewall issues are far more common.  A campus can have many firewalls between the campus gateway and the Internet, any one of which can disable a videoconference solution. A campus may have a firewall at their campus gateway router, then a firewall at each and every router between the campus gateway and the local endpoint, and finally a firewall on the endpoint itself.  In some cases, there may be as many as five or six firewalls between the gateway router and the endpoint.  Each firewall will have to be configured to allow the videoconference solution to function.  IT departments typically have many users, and any change to any firewall between the endpoint and gateway can disable videoconferencing.  These disabilities may be subtle.  In some cases, a user can transmit video and not receive it, because transmission and reception are on different ports.  In other cases, a user may hear others and not be able to speak to others.  Many firewall configuration issues are misdiagnosed as endpoint issues. 

5.  Endpoint Considerations

Once the planning committee has formed a plan for the appropriate type of solution and network, some additional considerations should be thought of for the differing types of solutions.

5.1 Dedicated h.323 solutions

These are hardware solutions, and as such, have a very complex lifecycle.  There is a large amount of research cost in choosing a vendor, purchasing the equipment and supporting furniture, maintaining and operating the solution, and replacing/retiring the solution at the end of the lifecycle.

5.1.1 Budgeting. Most budgets for H.323 solutions tend to look at the purchase costs exclusively, ignoring the other lifecycle costs.  This results in systems with large amounts of downtime and low utilization.  Ensure that the budget contains these other costs, as well as ensure that there are sufficient numbers of users for this class of solution in order to ensure a successful deployment of an H.323 solution.

5.1.2. Lifecycle. The lifecycle of an H.323 solution consists of the following phases:

1. Evaluation
a. This is where a solution is chosen amongst different vendors.
b. Several different vendors solutions will need to be evaluated.  This will often involve travelling to existing installations and learning from those already using the solution.
2. Purchase
a. This is where the solution, any support contracts, and accessories are actually purchased.
b. This tends to be well understood by most IT departments.
3. Maintenance
a. This can be difficult to plan, since it involves an amount of unknown information.  For example, it is not possible to know a priori if a camera will fail.
b. Rules of thumb can be used to help mitigate the potential costs.  Roughly 10% of the purchase price should be set aside for maintenance costs over the lifecycle.
4. Operation
a. If the solution is large enough, a number or operators may be needed.
b. Sometimes, institutions will assert that a graduate student or other person can operate the equipment during a meeting.  However, for the person chosen, operation of the equipment will essentially mean that the person is unable to participate fully in the meeting.  If all participants in videoconference meetings must be fully available, at least one operator is needed.	
5. Retirement/Replacement
a. Some of this equipment maintains a residual value at the end of lifecycle.  Determine how that value will be recovered and dispersed.
b. If the equipment must be replaced at the end of the lifecycle, there may be costs associated with removing the equipment from the installation point in order to allow for replacement.

5.2 PC/MAC Software Solutions

These are solutions that are software based, and used on microprocessor containing computers.  Some software solutions require very powerful computers, while others work well with antiquated equipment.  Usually, VCast and Collage video work well with older equipment, while software based H.323 like solutions tend to require more computing power.

5.2.1 Additional hardware. In certain cases, additional hardware is recommended to augment the computer.  For IM based meetings, a headset with microphone, preferably USB, is recommended to reduce echo and noise.  For small clusters of people, array microphone are recommended, to allow all users in a room to speak without needing to physically relocate during the meeting.  For large groups, a small chair-mounted or desk-stand microphone for each person is recommended.  These microphones may need to be custom built to allow for individual use and control.

Cameras.  Depending on the number of people at a site, camera hardware may need to be purchased.  If the site is a single PC/Mac computer with a built-in webcam, such as a MacBook or NetBook, and there is only one user, an additional camera is probably not required.  If the site is a small cluster of people gathered around a desktop computer, an external USB camera may be needed.  If the site is many people seated in rows facing a wall of monitors or projected images, then multiple cameras and a camera control system may be needed.  At the largest scale points, having one camera providing an overview image of the entire audience, and one camera focused on anyone speaking within that audience, 

A microphone multiplexer. A microphone multiplexer allows many different microphones to be physically wired into a computer.  These devices often also allow bridging other audio devices, such as a telephone, into the meeting.  These are expensive – costing more than most personal computers.  If there will routinely be large groups, then a microphone multiplexer is highly recommended for each site where a large group will convene.

Mutable microphones. Any microphone used in a meeting should have an explicit mute/active button and indicator.  This is the easiest way to solve echo problems.  Even array microphones should be mutable with a mute or active indicator.   Any microphones custom-built for this project should also have these buttons and indicators.  

A phone. For all solutions, a phone is recommended.  Due to technical issues/limitation, certain sites may be unable to view the meeting contents.  Without a traditional phone, those sites have no method for hearing the contents or asking questions.  A speakerphone with echo cancelling, a microphone-mute button, a speaker-mute button, and an array of microphones sufficient to cover the room are highly recommended.

Screen sharing software. Some sites will always be unable to join the meeting due to network configuration issues.  Those sites may still be able to connect to a separate screen share, and thus view any presentations.  For this reason, a separate screen-sharing program should always be used whenever a presentation is planned.

5.2.2. Client-Server Solutions. Most web based solutions as well as collage video solutions are actually client-server solutions, with a server owned by a provider organization and the client transparently downloaded from a website.  Many VCast, and other solutions are client server configurations as well, though not always.  This is important, as large scale video conferencing is most network efficient when arranged in a hub and spoke or constellation of hubs configuration, and client-server solutions, perhaps augmented with proxy server, allow for this configuration.  When planning/deciding on a solution, making a decision on whether to purchase the server as well as the client should be considered.  Owning the server tends to be very expensive, and will require a dedicated system administrator.  Owning the server allows all server policies, capacities, and replications to be fully controlled.  This can enable extremely large-scale meetings, perhaps with thousands of end-points.  Usually, unless there are specific reasons such as privacy/security, scale, or configuration, owning the server is not required.

5.2.3. Traditional Software. This is software where an individual explicitly runs an installer of some sort, and launches the software when wanting to use it.  Most IM and collage video solutions are of this type.  This type of software requires configuration and training to be used successfully.  Usually, the end users of the system will not be able to install and configure the software, and an IT expert should do this step.  Afterwards, some sort of user education will be needed to set usage expectations.  For example, many systems have problems with echo.  The site responsible for creating the echo will not know that the echo is from their end-point.  Users will need to be trained to mute microphones when not speaking.

6. Deployment, user training and maintenance

Once planning is complete, the process of deployment and maintenance begins.  Most of the information of this document was focused on the planning stage.  The Deployment and maintenance stage is more self-explanatory.  

6.1 Personnel needs

To actualize the plan, a project manager is needed.  The project manager will handle the implementation details, such as evaluating systems, scheduling purchases, meeting with contractors, and the like.  This person may have originally been a member of the planning committee, or may be someone chosen by the planning committee. 

6.2 Physical room build-out

If the solution chosen is large enough to require dedicated space, then campus facilities staff or contractors will be needed to renovate the room.  This will include simple items like mounting displays, to more complex items like wiring power and network.  

6.3 User training and re-training sessions

Some IM and VCast solutions will not need user training, as end users have used them previously.  However, most other solutions will require user training and support.  A training document, video, or session will need to be prepared prior to the first use.  This may be as simple as, "push the talk button on the microphone to activate it", to more complex training.  A person at each site should be trained in how to configure the endpoints for use, as well as diagnose issues beyond the endpoint to escalate to the IT support organization at the site.  Periodic retraining may be needed to keep all users up-to-date on how to use the solution, especially if a large period of time has elapsed since the last meeting.

6.3.1 A quick PowerPoint presentation. One method to help users learn how to 
use the videoconference solution is a quick PowerPoint guide for presenters.  Since presenters may be students, or those who rarely give presentations, having a set of bullet points they can read before giving a presentation can help them use the equipment successfully.

Here are the bullet points from the CENTC user training PowerPoint.  Some of these points may be useful in your deployments:
•Your presentation must be coordinated with your fellow project members, including those at partner institutions. The presenting groups must each combine their slides into one PowerPoint file. Please number the slides.
•Upload your group slides to the CENTC Web Site: (enter URL here) no later than 5pm the day before the meeting.
•Make sure you have installed VNC (find the free download at www.realvnc.com).
•Arrive 15 minutes early the day of the meeting for sound check.
•Check to see which site is running VNC Server to display slides. Get the IP address and password during the meeting setup. 
•If no other site is running VNC server, start VNC server (if you have it) and send the IP address and password to other attendees in the chat window.
•If you cannot run VNC server, run a VNC viewer and coordinate with someone else to run the server.  You must share that information with the participants.
•It is your job to control your slides (or find / ask someone to do it for you).
•Remember to say “next slide” before advancing the slide for attendees who are not viewing the slides by VNC.

We also have the following bullet point reminders for all participants:
•If you are not talking, keep your microphone muted – this eliminates background noise.
•If you are having trouble, use the conference (telephone) line back-up number and download the slides from the web site.
•If you need help during a meeting, use a chat window to contact a tech in the meeting.
•Respect the time limit of the meeting.  Plan your questions / comments accordingly.

6.3.2. A how to install guide. Another important user training step is to have a “how to install needed software” guide.  This guide will help your users who must install software specific to the meetings do so.  At CENTC, we both wrote this guide and provided OS images with the software installed to participants.

7. Network configuration information for some solutions.

As part of our research into solutions, we identified the network port information for some software packages.  CENTC is not endorsing any of these solutions, and is providing this information due to how difficult it can be to locate.  This list may help your network engineers with deployment issues:

7.1 Access Grid

Access Grid is one of the collage video solutions used for some time by CENTC.  It has a concept of venues, which can be thought of as virtual meeting rooms.  Each venue server can provide access to multiple venues.  Each venue requires its own set of ports to be open.  This list of ports is specific to the hydrogen venue on the tonic server.  Different servers and venue will require a different set of ports.
Hydrogen Video needs UDP ports 23020, 23021
Hydrogen Audio needs UDP ports 47000, 23018, 23019
VNC: 5900
 
These ports are needed for the text and general background
communication of the Access Grid client:
* port 8000/TCP (Virtual Venue Server port)
* port 8002/TCP (Event port)
* port 8004/TCP (Text port)
* port 8006/TCP (Data port)
 
Port information from:
http://www.accessgrid.org/agdp/guide/ports/1.03/index.html

7.2 Adobe Connect Pro

Adobe Connect Pro is a web video meeting solution.  It is mostly a VCast solution, with some collage video features.  It requires the following network ports to be open:
TCP and UDP Ports 5060, 1935, and 443.
Additional ports are opened dynamically during the meeting, usually in the 5000-6000 range.

Use the Adobe tool here to test the connection and get a list of ports to open for a machine:
https://admin.acrobat.com/common/help/en/support/meeting_test.htm

7.3 Caltech EVO/Koala

EVO/Koala is a collage video solution developed at the California Institute of Technology.  For U.S. Based institutions, only ports UDP/TCP 46015, 46013 must be open for direct connections.

Additional ports are needed for international, proxy, or other connections.  A full list of ports can be found here:
http://evo.caltech.edu/evoGate/Documentation/extras/firewall/firewall.html

7.4 iChat

iChat is an instant messaging videoconference application that ships with OSX on  Apple Macintosh computers.  It is compatible with AOL Video chat as well.  It requires the following port configuration:
iChat uses mostly UDP, and dynamically chooses ports at the beginning of a chat session.  It can pick any ports in these ranges:
5060, 5190, 5297, 5298, 5353, 5678, and 16384 through 16403.

Additional information can be located here:
http://support.apple.com/kb/HT1507

8. Common failure points and mitigations

From the experiences at CENTC, we can enumerate the most common problem points during a video-conference, as well as list some mitigation strategies.
The most common failure points in a videoconference:
1. Echo.
a. The site responsible will not know it is responsible, making troubleshooting difficult.  
b. Most software cannot detect all active microphones.
c. Mitigate by using microphones at each site that have a mute/active button, and ask all participants not actively speaking to mute their microphones before the meeting starts.
d. Some solutions have the ability to mute sites remotely, which can be used by a meeting operator to mitigate the problem.
2. Network configuration issues prevent a site from joining.
a. Some sites may have firewall or router issues preventing them from joining the meeting, which are typically out of the control of the local participant or meeting operator.
b. Use the phone backup.
c. Determine if the affected site can connect to backup VCast or Screen sharing to view the presentation and participate by phone.
d. Record meetings and make them available offline for sites that could not participate at the time.
3. Equipment failure at the hosting site.
a. A computer, multiplexer, or other hardware component fails during a meeting.
b. Always have a backup computer with screen sharing software.  Thus, the meeting can move to phone + screen share quickly and easily.
c. Be able to reschedule a meeting when this happens.
4. Multiple operators setting the equipment in different manners.
a. In large-scale meetings, some of the hardware and software used in a meeting may be controlled either by buttons and knobs on the hardware, or by settings within the software solution.  This will cause many issues – microphones that are too hot, echo, distortion, etc…
b. Mitigate by training all operators to adjust parameters in the same manner.  
c. Mitigate by training all operates how to determine what each configurable level is set to on the physical hardware, and creating a checklist of diagnostics for use during the meeting.
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